	Stochastic DP Finite Horizon
	Stochastic DP Infinite Horizon

	Not a Markov Chain
	Underlying Markov Chain is REQUIRED: Markov Chain is irreducible - (single class and the class is ALL recurrent states (every state can be visited infinitely often),  and ergodic - (positive recurrent means finite number of states (countably infinite if there are too many states) and aperiodic visitations to the same state over the infinite horizon

	NOT MDP
	MDP – Markov Decision Process

	Same state can have very different actions when visited at another point in time
	Same state will have the exact same action when visited at another point in time

	Time t = 1----T
	Time goes to infinity. Drop t and use n, the  iteration index. Also known as n transition steps of the Markov Chain

	Backward recursion Model from t=T to t=1. Cannot be solved with forward reaching because probability of leaving a state under an action adds up to 1. 
	Backward recursion Model solved using value/policy iteration with n = 1-----N (till convergence) while we step forward in time through in the Markov Chain. Cannot be solved with forward reaching because probability of leaving a state under an action adds up to 1 (Also a property of the underlying Markov Chain).

	Optimal Action: Every state at stage t has an optimal action. The final action taken at stage t will depend on the state observed at stage t as part of the evolution of the stochastic process from t to t+1. Hence, full forward traceability of all optimal actions cannot be done at t=1
	Optimal Action: One optimal action per state. The actions are collected by a policy vector R* when convergence is reached. 

	Objective function V1(S1): Total (Cumulative) Expected Reward/Cost when the backward recursion reaches the first state in the first stage Vt(St) where t=1
	Objective function g(R*): Average/Expected (Not Cumulative) Reward/Cost per unit time in the long run. (one unit of time = 1 decision epoch = time between decisions, which are all equal in a Markov Chain)

	Model: Standard Bellman’s Optimality Equation for Stochastic DP finite horizon   
	Model: Standard Bellman’s Optimality Equation for Stochastic DP finite horizon   but adapted to either Average Criteria or Discounted Criteria for reaching convergence (stopping criteria).

	We care about only the Expected Objective function V1(S1) and the optimal action per stage as the States evolve over t=1 to t=T
	Upon convergence, we care about V(S) (value of being in a state in the long run) for all states S, g(R*), and Optimal Policy R* 

	Stopping Criteria: When Vt(St) where t=1 is reached in the backward recursion
	Stopping criteria:
 |(Vn(Sn) – Vn-1(Sn-1)| < Epsilon for all state S  for value iteration
Rn = Rn-1 for policy iteration - Two consecutive policies are identical then Rn = Rn-1 = R*

	
	

	
	

	
	



