
1 PRINCIPLE of DP/ADP

Objective: For dynamic systems that fit the sequential decision making framework, find optimal
sequential decisions such that the dynamic system will always transition from one good state to
another in the presence of uncertainty. This is achieved by simulation of the system, learning the
value of the states, and taking the decisions that will move the system from a state of high value
to another state of high value in the presence of uncertainty. Also, exploit the structure of the
problem state space, and find ways to deal with the curse of dimensionality to improve scalability
of the methods to large state-space problems.

2 Probabilistic or Stochastic DP-Infinite Horizon

2.1 Bellman’s optimality Equation for average cost/reward for finite state but
infinite horizon

Define V n
i (R) = Total cost of operating the system for n steps starting in state i and following

policy R. R is a vector of all actions that corresponds to each state.
Let M denote the total number of states. Since every state is reachable infinitely often, the

notion of iteration number n is introduced and stage (which is often time) index t is dropped.
The long run average expected cost per unit time following policy R (as n tends to infinity)

is g(R)

Vi(R) = Cik − g(R) +
M∑
j=0

Pij(k)Vj(R), ∀i (1)

2.2 Bellman’s equation for discounted cost

Let V n
i (R) be the expected total discounted cost starting in state i and evolving over n steps and

following policy R.

Vi(R) = Cik + β
M∑
j=0

Pij(k)Vj(R) ∀i (2)

2.3 Value Iteration for average cost criteria

Policy iteration gets complicated as the number of system states grow. Calculations are very tedious
and solving simultaneous equations is very cumbersome. So we use Value Iteration.

Step 1:
V 0 = (V 0

0 , V
0
1 , V

0
2 , · · · , V 0

M ) = 0 (3)

Set b=0 and ε, which is a small number
Step 2: Find new values of V b+1

i

V b+1
i = min

k
[Cik − g(R) +

M∑
j=0

Pij(k)V b
j ], ∀i (4)

Since g(R) is not known you can assign any V b
i value to g(R) and use the same value within an

iteration.
Step 3: Policy Determination
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Rb+1 = (Rb+1
i )∀i = argmin

k
[Cik − V b

i +
M∑
j=0

Pij(k)V b+1
j ] (5)

Step 4: If span of
|V b+1 − V b| < ε (6)

then STOP. Rb+1 = R∗ which is the optimal Policy. Else, set b=b+1 and goto step 2.

2.4 Value Iteration for discounted cost/reward

Step 1: Set b=0 Choose V 0
i = 0, ∀i

Step 2: Evaluate

V b+1
i = min

k
[Cik + α

M∑
j=0

Pij(k)V b
j ] (7)

Step 3: Check
|V b+1
i − V b

i | < ε ∀i (8)

If True - STOP and get policy by using

Rb+1 = argmin
k

[Cik + α
M∑
j=0

Pij(k)V b+1
j ] (9)

Else increment b=b+1 goto and step 2.

3 SMDP: Average cost criteria

For Markov process, tij(k) is no longer equal. Cannot use value iteration because g(R) cannot be
any arbitrary Vi.

V n
i (R) = Cik − g(R)tik +

M∑
j=0

Pij(k)V n
j (R), ∀i (10)

tik =
M∑
j=0

tij(k) (11)

cik =
M∑
j=0

cij(k) (12)

4 SMDP: Discounted cost criteria if tij(k) is exponentially dis-
tributed

V n
i (R) = Cik +

M∑
j=0

e−γtij(k)Pij(k)V n
j (R) ∀i (13)

Match e−γtij(k) to βtij(k)
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5 Approximate DP

ADP (learning-based MDP) is needed in place of DP (MDP) for sequential decision making prob-
lems if the following occurs

1. Transition probabilities are not known

2. Number of system states is large (remember the difference between high dimensional and
large system state)

5.1 Issues due the above

1. Since transition probabilities are not known (curse of modeling), a simulation framework
is needed to generate the Markov jumps. Solution: Use a learning-version of Bellman’s
equation, which will only yield near-optimal solutions under certain conditions. This will
cause convergence to a band but not to a point like the g(R) as in MDP. This will cause the
results to be approximate.

2. Value functions cannot be stored due to high computational storage requirement for the large
number of states (curse of dimensionality). Also, reading and writing into a large matrix of
states and its value function values is not computationally feasible. Therefore, value functions
must be estimated. Solution: value function approximation with or without state space
aggregation. This will cause the results to be approximate.

3. Synchronous update as in MDP where the values of all states are updated in every iteration
is not possible due to high computational time to update the values because of the large
number of states: Solution: Asynchronous update of only one state in each iteration, which
introduces the notion of sampling one realization of the Markov jump. This will cause slower
convergence and will need millions of iterations.

4. Since values of states are no longer stored, the actions are not tractable. A scheme to find
the best actions must be devised. Solution: Create an argmin or argmax equation.

5. Since ADP is an unsupervised learning scheme, exploration, learning and learnt phases are
required to obtain the near-optimal solutions.

5.2 Robbins-Monro Stochastic Approximation Scheme

5.3 The notion of a neighborhood jump

5.4 Definition of a post decision state

5.5 Learning-version of Bellman’s equation with pre-decision state

V̄ n(Sn) = (1− αn)V̄ n−1(Sn) + αn(vn) (14)

where vn is one sample realization of the stochastic process (one Markov jump)

vn = min
xn

[Expected Cost c(Sn, xn) + β
∑
j

p(Sn, xn, Sn+1)V̄ n+1(Sn+1)] (15)

xn(Sn) = argmin
xn

[Expected Cost c(Sn, xn) + β
∑
j

p(Sn, xn, Sn+1)V̄ n+1(Sn+1)] (16)

where αn is a learning parameter that is decayed over the iterations.
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5.6 Learning-version of Bellman’s equation with post-decision state

V̄ n(Sx,n) = (1− αn)V̄ n−1(Sx,n) + αn(vn+1) (17)

where vn+1 is one sample realization of the stochastic process (one Markov jump)

vn+1 = min
xn+1

[Expected Cost c(Sn+1, xn+1) + βV̄ n+1(Sx,n+1)] (18)

xn+1(Sn+1) = arg min
xn+1

[Expected Cost c(Sn+1, xn+1) + βV̄ n+1(Sx,n+1)] (19)

Note the p(Sn, xn, Sn+1) factor is no longer there in the post-decision state version. Final learning
equations are

V̄ n(Sx,n) = (1− αn)V̄ n−1(Sx,n) + αn(min
xn+1

[c(Sn+1, xn+1) + βV̄ n+1(Sx,n+1)]) (20)

xn+1(Sn+1) = arg min
xn+1

[c(Sn+1, xn+1) + βV̄ n+1(Sx,n+1)] (21)

6 Value Function Approximation

In general, the regression VFA is written as

V̄ n+1(Sx,n+1|θ) =
∑
f∈F

θfφf (Sx,n+1), (22)

where V̄ n+1(Sx,n+1|θ) is the estimated value function in post-decision state Sx,n+1, x is the decision
taken in pre-decision state Sn, θf is a parameter vector, φf is a set of basis functions, and f ∈ F
is called feature, which is an integer that denotes the number of terms in the regression model. In
ADP, the above regression value function approximation can reduce large state-spaces and their
values into a small number of features f , which avoids the storage of millions of individual states
and their values.

6.1 Classical Wavelets:

Wavelet is a topic in advanced digital signal processing. Unlike the Fourier functions that are long,
periodic and sinusoidal, wavelets are very short waves. Their extensive usage is in signal processing
for data compression, data decomposition in time at multiple frequency levels (multiresolution
analysis), pattern recognition, denoising of data, and anomaly detection in data. There are several
types of wavelets and the most popular are Haar (mother wavelet), Daubechies, coiflets and symlets.
These are used to analyze data in 1-D and 2-D Euclidean space. Like the Taylor and Fourier series,
wavelets are used for function representation: a property exploited in this research. They can be
stretched (dilated to different frequency levels) and moved in time (translated) to fit any shape of
an underlying function.

Wavelets have a natural tendency to represent a large function on a very compact set of scaling
and wavelet coefficients through multiresolution analysis: a property that is unique to wavelets and
very useful for VFA. Mathematically, the wavelet-based value function approximation is achieved
by the successive decomposition of the value function into several frequency levels in the wavelet
domain (multiresolution analysis), which is written as

V̄ (Sx) =
∞∑

k=−∞
c(j0,k)f 1

ρ(j0,k)f 1
(Sx) +

∞∑
j=j0

∞∑
k=−∞

d(j,k)f 2
ψ(j,k)f 2

(Sx), (23)
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where c(j0,k)f 1
and d(j,k)f 2

are scaling and wavelet coefficients respectively (they replace θ in equation
(22)), ρ(j0,k)f 1

(Sx) and ψ(j,k)f 2
(Sx) are scaling and wavelet basis functions respectively (they replace

φ in equation (22)), j is the dilation index (j0 is the coarsest frequency level of decomposition), k
is the translation index (for time) used in classical wavelet theory, and f1 and f2 are the number
of features for the scaling and wavelet functions respectively. The coefficients c and d are obtained
using the convolution operation i.e. inner products, c = 〈V̄ (Sx), ρ(Sx)〉 and d = 〈V̄ (Sx), ψ(Sx)〉.

Unlike the MDP with known transition probabilities in which the value functions increase mono-
tonically for a given state, learning-based ADP induces oscillations (jumps) in the value of the
states. Being short waves on compact support wavelets can represent jumps, cusps, and disconti-
nuities with relative ease and are best suited for VFA.

6.2 Diffusion Wavelets:

Diffusion Wavelet is a compact multi-level representation of a Markov diffusion process on graphs
and is used in analyzing n-D data. Classical wavelet is a special case of diffusion wavelet in which the
basis functions ρ and ψ are derived from the mother wavelet, which must be specified. In contrast
to classical wavelet, the diffusion wavelet method builds best-basis functions to approximate the
state value functions by exploiting the state-space structure Σ, which is represented as a graph.
In the classical wavelet analysis, which is performed on 1-D Euclidean spaces, dilations by powers
of two and translations by integers are applied to a mother wavelet to obtain the wavelet bases.
However, for diffusion wavelet, the diffusion operators T acting on functions of the state-space are
used to build the wavelet basis functions.

The best basis functions are obtained as follows. Using a sample set (of size M) of system
states Sx ∈ Σ, a Gaussian kernel is used to build a graph (G,E,W g) using spectral graph theory.
The graph can be imagined as a cloud of interconnected system states in n-D space. The graph
(G,E,W g) represents the structure of state space Σ, where E is the edge and W g is the weight on
the edge. It should be noted that the random walk on graph (G,E,W g) is a very special case of
a Markov chain. The Laplacian operator L of the graph is obtained using spectral graph theory,
and I − L = T 1 is obtained, where I is an identity matrix and T 1 is the diffusion operator at level
j = 1. Sparse factorization (QR factorization) of T 1 yields the scaling basis functions ρ, which are
obtained from Q. The wavelet basis functions ψ are then obtained from the scaling basis functions
ρ by sparse factorization of (I − ρ ∗ ρ), where I is an identity matrix. The concept is that the
basis functions in T 1 intrinsically represent the structure of the state space Σ and its geometric
constraints. To obtain basis functions at the next level, the diffusion operator T 2 is first obtained
from R as follows: T 2 = R × R∗ where R∗ is the complex conjugate of R. Sparse factorization
of T 2 yields the scaling basis functions at the next level, and the procedure is continued until no
further decomposition is possible. The number of features f1 and f2 are automatically selected by
the size of the basis functions and the diffusion wavelet theory guarantees compact representation.

7 IMPLEMENTING WAVELET-BASED VFA for ADP:

1. EXPLORATION PHASE: Run exploration by taking random actions. that is, do not use the
max or min operator in equation (18).

2. A sample set of post-decision states Sx of size M (say 1000 states over 10000 iterations within
exploration) and their values V (Sx) is first collected.

3. Using Sx of size M the best basis functions ρ(Sx) and ψ(Sx) for the sample states are obtained
using the diffusion wavelet procedure given above.
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4. The initial estimates of coefficients c and d are obtained using the convolution operation i.e.
inner products, c = 〈V̄ (Sx), ρ(Sx)〉 and d = 〈V̄ (Sx), ψ(Sx)〉.

5. During the next execution of the ADP algorithm using equation (18), the next set of all
possible post-decision states (Sx,n+1) is used to update set M by replacing the oldest states
in set M with the newest post-decision states. However, if the algorithm is still in the
exploration mode then there will be just one post decision state because of just one arbitrary
action.

6. Then the basis functions ρ and ψ are obtained (updated) using the diffusion wavelet procedure
given above.

7. These updated basis functions along with the current values of c, and d are used in equation
(23) to obtain the estimate of the last term V̄ n+1(Sx,n+1) in equation (18) for the next set of
all possible post-decision states (Sx,n+1).

8. Using this estimate V̄ n+1(Sx,n+1), the value function vn+1 is obtained.

9. vn+1 is used in (17)) to update the value of the previous post-decision state, which is the
learning step of ADP.

10. Finally, the updated value of the previous post-decision state V̄ n(Sx,n) is used to update the
values of the parameters c and d using the convolution or inner products given above.

11. (Sx,n+1) becomes the current post-decision state. The original set M is updated with this
(Sx,n+1) , a new Wn+1 is generated, which leads to the next pre-decision state Sn+1 and the
above learning steps are repeated.

12. LEARNING PHASE: When exploration phase is done, the algorithm moves to learning phase.
In general the learning phase has 10 times more iterations than the exploration phase. Repeat
from step 5. above.

13. Learning continues through several iteration steps until the value functions have converged
in a band and MSE has stabilized. When learning is complete, the most recent M sample
states, and the values of ρ, ψ, c, and d are taken as inputs to the learnt stage.

14. LEARNT PHASE OF ADP ALGORITHM: In this stage the ADP algorithm will be tested.
The dynamic process will be simulated and the pre-decision state will be obtained.

15. The feasible decisions x in this pre-decision state will generate the possible post-decision
states. The most recent M sample states are updated with the post-decision states. Next, ρ
and ψ are updated using the diffusion wavelet procedure. The VFA procedure will provide
the estimated value functions of the post-decision states. Equation (19) will then provide the
best resource allocation decision for the current pre-decision state. It is optional to update c,
and d.
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