
Finishing up ANOVA

A) So now let’s carry out our test.  The first thing we need to do is to arrange all that stuff we 
discussed into a table:

1) ANOVA tables (see also p. 466 [475] {426}):

Source: df SS MS   F   prob

Between groups k-1 SSbetween SS/df

Within groups n*- k SSwithin SS/df

Total: n*-1 SStotal

The key is the last two columns, or at least the column labeled “F”.  Here we put 
MSbetween/MSwithin.  This is our F*, our calculated F statistic.

2) The F-distribution.  

a) Generally speaking, if one divides one variance by another, one gets an F 
distribution.  In other words, s1

2/s2
2 is distributed as F.  Since our MS’s above are 

variances, we shouldn’t be surprised to see that if we calculate MSbetween/MSwithin, 
we get an F-distribution. 

b) But just like the t-distribution, there are many different F-distributions.  The F 
distribution depends on two parameters, the “numerator degrees of freedom” and 
the “denominator degrees of freedom”.  

- instead of just one value for df, we now need to worry about two.

- but at least it doesn’t involve complicated formulas like in the t-test.

- the numerator degrees of freedom is simply the df from the dfbetween row, 
and the denominator is the df from the dfwithin row.  

- so to look up an F-value, go into the table (table 9, p. 654 in our book 
[table 10, p. 687] {table 10, p. 628}), and look up the appropriate value 
using the numerator df at the top, the denominator df from the side, and 
then the appropriate column for whatever alpha you want.  Some F-tables 
are set up differently, but you should be able to figure them out.



3) So now you proceed as always.  Compare your F* to the tabulated F, and if 
F* ≥ Ftable, you reject and conclude - ?? - what do you conclude??

- that at least one of the means is not the same as the others.

- so let’s finish up our lamb weight gain example (p. 471 [p. 479]
 {p. 426})

4) What about that last column?  The one labeled “prob”?  Most computer 
packages will simply give you an F* value, and then give you the associated 
probability in the last column.  This makes it easy (remember, all you need to do 
is compare α to this p-value, and if the p-value ≤ α, you reject).

5) Some comments about ANOVA:

- if you only have two groups, what should you use?  ANOVA works just 
fine for two groups.  As it turns out, ANOVA for two groups is identical 
(in terms of power) to a t-test with pooled variances.  So it doesn’t make 
any difference which you use if you can assume equal variances.

- this raises the question: what are the assumptions of ANOVA?

- equal variances

- data in each group is normally distributed

- as usual, data is random (in advanced classes you’ll learn that 
there are a LOT of ways around this - sort of like in the paired t-
test)

- so what happens if you violate the assumptions?  As usual, this 
depends, although ANOVA is fairly robust (robust = it can deal 
with violating the assumptions).

- if sample size is large, don’t worry about the normal 
assumption too much.

- if the n’s (i.e. sample sizes) are similar, don’t worry about 
the variance assumption too much (remember -the formulas 
for the t* are identical if n1 = n2 - a similar thing happens 
here).

- but if you have seriously non-normal data, and n’s that are 
very different, then you probably ought to worry.  Talk to a 
statistician!!



- there is a non-parametric test similar to the Mann-
Whitney U-test (the Kruskall-Wallace test - in fact, for two 
groups, it will give the same results as the Mann-Whitney 
U-test) that’s pretty good.  If we have time, we'll try to 
cover this.

B) Suppose you rejected your Null hypothesis.  What is probably your very next question?

1) well, you’re back to the beginning.  What you really want to know, is which of the 
means is different from the others.

2) IF, and ONLY IF, your ANOVA is significant (i.e., your reject), you are then allowed 
to make pairwise comparisons.  There are several different ways of doing this (you don’t 
use t-tests!).  Your text (2nd and 3rd edition) discusses two, the SNK and the Bonferroni.  
The fourth edition discusses Fisher's least significant difference, Bonferroni, and gives a 
short description of Tukey's (which we'll use here).  We don’t have time to dig into the 
details of these procedures, so we’ll let R do all the dirty work.

- incidentally, feel free to read through 11.7 [11.8] {11.9}in your text.  But note 
(depending on your edition):

The SNK is not a terribly good procedure.  

Bonferroni is very easy to use, and widely applicable, but lacks power.  

Fisher's least significant difference isn't bad, but:

Most folks prefer Tukey's.  R-commander defaults to Tukey's.

- you might want to pay special attention to the section on how to present your 
results.

3) Before we do an example, we need to talk a little about presenting the results.  This 
varies a bit between the editions, so make sure you use the following approach:

- After you have your results, the basic idea is to arrange your means from 
smallest to largest, and indicate which means are considered the “same” by 
drawing a line over them (your book says under, that really doesn’t make much 
difference).  For example:

_______ ______
A B     C       D

would indicate that A & B are similar, as well as C & D, but that A & B are 
different from C & D (remember A, B, C & D are all means).



but what about:
_______

_______
                             _______

A B C D

A & B are the same, A is different from C & D
B & C are the same, B is different from D
C & D are the same, D is different from A & B

confusing, no???  Does this seem contradictory??

Remember, if we fail to reject our H0, this implies we have no evidence to show 
that some means are different.  Similarly, in our comparisons.  If our comparison 
shows A & B are the same, this simply means “we have no evidence to show that 
A & B are significantly different”.  You should really interpret “same” as meaning 
“no evidence ....etc.”  

4) Since we’re not learning the math, let’s figure out how this works in R.

- You should try to put your data into a single column.  Otherwise you can’t do 
multiple comparisons.

- If you have your data in a single column, you will have a chance to specify 
“comparisons”.  You should click on this.  As mentioned, let's stick with Tukey’s 
method (the default in R-commander).

- When you finally carry out the ANOVA, you’ll get two sets of results (details 
will be provided in lab).

- The first is an ANOVA table.  Even if you were doing this by hand, 
you’d generate a similar table.  For now, just look at the last two columns.  
These give an F-value and a p-value.  The p-value what you’re used to, 
and is based on the tabulated values of F.  The F is our F*.

- if the p-value ≤ α, reject. 

- Only if you reject, go on to the second part of the printout.  This lists all 
possible pairwise comparisons.  It gives confidence intervals for mean 1 
vs. mean 2, mean 1 vs. mean 3, etc. etc. 

- If the confidence interval DOES NOT include 0, that means the 
difference between those two means is significant.



5) Let’s do an example.  We’ll do a complete ANOVA of the soybeans in table 11.1 
[11.10] {11.7.1}.

a) Specify our hypotheses:

H0: the mean leaf areas for all our soybean plants are equal

H1: at least one of these means is different

b) Choose alpha.  Let’s go with the usual, and pick α = .05

c) Calculate F*.  We’ll let R do this (you’ll get to practice a couple of these by 
hand for the homework):

            Df Sum Sq Mean Sq F value    Pr(>F)
y$V2         3  57636 19212.1  21.458 5.867e-09 ***
Residuals   48  42976   895.3

d) Our F* is 21.46, and the associated p-value is obviously highly significant.  

e) Before we go on, let’s state our conclusion so far:

“Stress and/or light have a significant impact on leaf area of soybeans”

(note that we don’t know (yet) if stress or light, or both have an impact)

f) Since our F* was highly significant, let’s look at our multiple comparisons:

[Comment - MINITAB did something incredibly STUPID starting with 
version 14, and made this much more complicated than it has to be - one 
big reason we're not using Minitab anymore]. 

Here is how R does things (actual R instructions will be given in lab):

Linear Hypotheses:

           Estimate lwr      upr     
b - a == 0 -32.3846 -63.6130  -1.1562
c - a == 0  58.7692  27.5408  89.9977
d - a == 0  23.5385  -7.6900  54.7669
c - b == 0  91.1538  59.9254 122.3823
d - b == 0  55.9231  24.6947  87.1515
d - c == 0 -35.2308 -66.4592  -4.0023



So what does it mean?  The above are confidence intervals for the difference of 
the given means.  For example, the first line is mean(b) - mean(a).  If the 
confidence interval (lwr & upr) includes 0, this implies there is no significant 
difference!

From this we can see immediately that the only difference is between beans 1 and 
4 (“a” and “d” above).  This interval includes 0.  (No need to look through pages 
and pages of printouts which is what Minitab would make you do).

g) now re need to remember the following:

1 = low light, control 2 = low light, stress
3 = mod. light, control 4 = mod. light, stress

the means for these are:

Level Mean
1              245.31 
2              212.92 
3              304.08 
4              268.85 

(You have to do a little work to get the means in R: click on Statistics --> 
Summaries --> Numerical Summaries, and then pick your variables and groups 
(click on “Summarize by groups”). 

h) so let’s arrange our means from smallest to largest:

2 1 4 3

and then draw lines over those means not significantly different:

_______
2 1 4 3

and the bottom line is that pretty much every treatment is different except 
1 and 4.

i) incidentally, R commander also prints graphic confidence intervals, and as is 
typical for R, they're high quality - but, you should NOT rely on these if you need 
to guess if a specific interval includes 0 (the graphics may not be accurate 
enough).



C) Some concluding comments, and a little bit of theory.

1)There are many, many different ways to design things for an ANOVA.  The experiment 
above, should actually be analyzed using something called a “two-way” ANOVA; what 
we did in our example wasn’t quite valid, because you need to analyze a two-way 
ANOVA differently (see how easy it is to get yourself confused with ANOVA’s?  Make 
sure you talk to someone).

a) Here, for example, is the basic idea behind a two-way ANOVA, using our 
soybeans [notice that the 3rd edition actually does it this way, which is why they 
moved this example from the start of the chapter]:

stress control

low light 13 obs. 13 obs.

mod. light 13 obs. 13 obs.

(notice how you don’t have four columns now, but rather four “boxes”, each with 
13 observations)

b) Here’s the ANOVA table from Minitab (yes, this is an old table, not udated to 
R, but it looks very much the same).  Notice how different things now look.  
Briefly, you now have a separate result for light and stress (each with a p-value), 
as well as something called interaction.  

Analysis of Variance for C5      

Source        DF       SS        MS        F        P
light          1     42752     42752    47.75    0.000
stress         1     14858     14858    16.60    0.000
Interaction    1        26        26     0.03    0.865
Error         48     42976       895
Total         51    100613

c) what is interaction?  It tells us if there is a significant interaction between light 
and stress.  Probably the best example comes from medicine.  You need to make 
sure that none of the medicines you’re taking has a “bad” interaction - you could 
wind up dead.

d) IMPORTANT - you do NOT need to know anything about two-way ANOVA’s.  
This stuff is just here to show you that things can get complicated very quickly.  
Check out the 3rd or 4th editions - you’ll find things get complicated very quickly.



e) you might have heard of terms like “nested”, “latin squares”, “blocked”, etc. 
These all refer to different ANOVA designs (which may or may not be two-way as 
well!).

2) Whole semester classes are taught on ANOVA (to really get into it requires more than 
one semester).  If you wish, an ANOVA class (open to undergraduates, though none ever 
sign up) is offered through the stats department.  

3) Now, just a little bit of theory.

a) the basic idea behind an ANOVA is to compare the variation within each 
sample to the variation between the samples:

- If all the samples come from the same population (all the means are 
equal), this means that the variation within each sample shouldn’t be any 
different than the variation between the samples (illustrate).

- On the other hand, if the variation between samples is bigger, this 
implies that the means of our groups are different.

- The F-test works by comparing the variation between groups to that 
within groups.  If the variation between groups is sufficiently bigger than 
that within groups, it tells us that something is going on -> we get to 
reject.

4) PLEASE:  We only covered the very basics behind ANOVA.  If you need to know 
more about ANOVA, or if you find yourself needing to do more than a simple ANOVA, 
please talk to a statistician!  It is absurdly easy to get incorrect results, or worse, garbage 
if you’re not careful (think about the soybean example - the correct way to do it is with a 
2-way design, not with a one-way, and that’s only one possible alternative design for 
ANOVA (there are dozens, if not hundreds of different ANOVA designs).

5) Coming up (?) - Kruskall Wallace.


